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Abstract

We use sensory feedback to form our perception, and control our movements and forces (actions).
There is an ongoing debate about the relation between perception and action, with evidence in both
directions. For example, there are cases in which perceptual illusions affect action signals and cases
where they do not. However, even when they do, it is unknown if perceptual information can be inferred
from action signals alone. To answer this question, we utilized a perceptual illusion created by artificial
tactile skin stretch, which increases stiffness perception, and affects grip force. We used data recorded
in a stiffness discrimination task in which participants compared pairs of virtual objects, comprised of
force and artificial skin stretch and indicated which they perceived as stiffer. We explored if models
could predict the participants’ perceptual responses, and the increase in stiffness perception caused
by the skin stretch, solely from their recorded action signals. That is, with no information provided
about the stimuli. We found that participants’ perceptual augmentation could be predicted to an extent
from their action signals alone. We predicted the average augmentation effect across participants, and
a general trend of increased predicted perceptual augmentation for increased real perceptual augmen-
tation. These results indicate that at least some perceptual information is present in action signals.
Furthermore, of the action signals examined, grip force was necessary for predicting the augmentation
effect, and a motion signal (e.g., position) was needed for predicting human-like perception, shedding
light on what information may be presented in the different signals.

Significance Statement

We utilized artificial skin stretch and models to explore if participants’ actions are indicative of their
perception, and found that aspects of perception can be predicted from action signals. Furthermore,
our results shed light on which action signals are needed for predicting human-like perception, and
which are indicative of the skin stretch augmentation effect. Beyond the scientific insights, this
work could be used for the design of haptic feedback for force-displaying technologies. Trained models
can be used to receive action signals and estimate the perceptual effect of different haptic stimuli. This
can be advantageous, as it is commonly possible to record users’ action signals, however, the exper-
iments required to measure perceptual effects are often long and require many repetitions.

Introduction

We use haptic feedback to form our perception and control actions, such as our move-
ments and forces. The literature is ambivalent about the association or dissociation
between the processing of sensory information for perception and action, with evidence
in each direction (Goodale and Milner, 1992; Goodale and Humphrey, 1998; Flanagan
and Beltzner, 2000; Franz et al., 2000; Bruno, 2001; Haffenden et al., 2001; Ganel and
Goodale, 2003; Post et al., 2003; Grandy and Westwood, 2006; Ganel and Goodale,
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2014; Platkiewicz and Hayward, 2014; Leib et al., 2015; Bi et al., 2018b). Many studies use
perceptual illusions to explore this question. For example, the Ebbinghaus illusion was
originally shown to affect size perception, but not grip aperture before object grasping
(Aglioti et al., 1995). Later evidence suggested that this illusion affects both perception
and action, but to different degrees (Franz et al., 2001). The debate about the association
or dissociation remains unresolved. In this paper, we examine a case where perception
and action appear associated and ask whether action is indicative of perception in this
case.

Previous works have used models to explain perception. For example, delays in force
feedback affect stiffness perception, and (Pressman et al., 2006) modeled this using force
and position information. Such models can also explain how altering an elastic object’s
boundary affects stiffness perception (Pressman et al., 2011). Additionally, (Metzger
et al., 2018; Kossowsky et al., 2021) studied stiffness perception when the force field stiff-
ness varies between interactions. They found that participants formed their perception by
computing a weighted average of the different stiffness levels. These works, however,
included information about the stimuli (force or stiffness), whereas we aim to predict par-
ticipants’ perception using only their actions. Several visual illusions were also shown to
affect both size perception and grasping, with a correlation between the effects (Franz
et al., 2001). However, they did not use participants’ actions to predict perceptual
responses on a trial-by-trial basis, which, to our knowledge, remains unexplored.
Additionally, these works did not employ machine learning models to learn perceptual
information from action signals.

We explore the possibility of inferring perceptual information from action signals using a
haptic illusion. Haptic feedback is comprised of two modalities — kinesthetic (sensed by
Golgi tendon organs and muscle spindles) and tactile (sensed by cutaneous mechanore-
ceptors) (Kandel et al., 2000). One form of tactile feedback is skin stretch, caused by shear
forces from friction between the fingerpad and an object. Devices can generate artificial
skin stretch by moving a pin with a flat high-friction top against the skin (Witney et al.,
2004; Prattichizzo et al., 2012; Quek et al., 2014). When applied with force feedback, arti-
ficial skin stretch creates the perceptual illusion of increased stiffness perception (Quek
et al., 2014; Farajian et al., 2020). Artificial skin stretch in both the same, and the opposite,
direction as force feedback increases stiffness perception, but the effect is stronger when
the stretch is applied in the same direction (Farajian et al., 2023). In terms of action, artificial
skin stretch affects grip force — the perpendicular force applied between the fingers and an
object (Farajian et al., 2020). Hence, artificial skin stretch affects both stiffness perception
and some aspects of action. Therefore, if perceptual information can be inferred from
action signals, we could potentially predict the perceptual augmentation from action sig-
nals alone.

We used data recorded in a stiffness discrimination task in which participants interacted
with pairs of virtual objects that applied force and artificial skin stretch and determined
which they perceived as stiffer (Farajian et al., 2023). We designed models to receive
action information as input and output participants’ predicted perception. We tested
both simple models, which received metrics derived from action signals, and artificial neu-
ral networks, which can learn complex features, as well as nonlinear, and potentially tem-
poral, relationships from the data. We assessed if our models could predict the increase in
stiffness perception caused by the skin stretch. Beyond analyzing perceptual biases, we
can also evaluate participants’ decision-making processes. As the difference between the
two virtual objects’ stiffness levels increases, humans generally make fewer mistakes. We
tested our models’ abilities to predict this behavior. By inputting different combinations of
action (motion and grip force) signals, we studied their roles in predicting the perceptual
augmentation and human-like perception. Additionally, we evaluated a model’s ability
to predict the difference in the magnitude of the augmentation effect caused by skin
stretch in the same, and in the opposite, direction as the force feedback.

Materials and Methods

General framework

We explored the possibility of predicting participants’ perception using their action sig-
nals. We used data we collected in a stiffness discrimination task (Farajian et al., 2023).
The task was comprised of trials, in which participants interacted with two virtual objects
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and chose which of the two they perceived as stiffer. Throughout the experiment, we recorded signals describing partic-
ipants’ actions (e.g., position and grip force) and logged their perceptual responses. Using the perceptual responses to all
the trials, we computed metrics describing each participant’s stiffness perception. We used our models to predict the par-
ticipants’ responses in each trial from their action signals. In relevant models, the participants’ real perceptual responses
were used as true labels for training. Next, we computed the same metrics based on the models’ predictions and com-
pared them to those of the participants. This general framework is illustrated in Figure 1. In the following, we briefly
describe the experimental setup and protocol from (Farajian et al., 2023). Following that, we elaborate on the methods
used for the prediction.

Participants and ethics statement

Forty right-handed participants (19 females and 21 males, average age 24.58 = 1.40) completed the experiment. The
participants signed a consent form before beginning the experiment and were compensated for their participation, regard-
less of their success or completion of the experiment. The form and the experimental protocol were approved by the
Human Subjects Research Committee of Ben-Gurion University of the Negev, Be’er-Sheva, Israel, approval number
1283-1, dated July 6th, 2015.
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. StlffnCSS Output: Predicted Perceptual Responses \PredICted PCI'CCptIOIl) %
Discrimination N S
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Figure 1. General framework. In a stiffness discrimination task composed of trials (Farajian et al., 2023), we recorded the participants’ action signals and
perceptual responses. We used the perceptual responses to compute metrics describing the participants’ perception. Additionally, we designed models
that received each trial’s action signals as input and outputted the predicted perceptual response of that trial. In relevant models, the participants’ real
perceptual responses were used as true labels for training. We used the predicted perceptual responses to compute the same metrics describing the par-
ticipants’ predicted perception. Lastly, we compared the predicted metrics to the real ones to assess the performance of the models.

Figure 2. Experimental setup. a, The participants sat in front of a virtual reality system and used a haptic device to make downward probing movements into
virtual objects. b, Side view of the skin stretch device, which was mounted on the end of the haptic device. The vertical movement of the tactors (red circles)
created the artificial skin stretch. ¢, Side view of the skin stretch device grasped by the participant, who placed her thumb and index finger on the tactors.
d, Back view of the skin stretch device, grasped by the participant. The grip force between the participant’s thumb and index finger was measured using a
force sensor.
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Experimental setup

Participants interacted with a virtual environment using a PHANTOM Premium 1.5 haptic device (3D SYSTEMS, South
Carolina, USA). They viewed the virtual environment through a semi-silvered mirror that blocked their view of their hand
and showed the projection of an LCD screen placed above it (Fig. 2a). Participants used the index finger and thumb of their
right hand to grasp the haptic device. This device conveyed kinesthetic information by generating a virtual elastic force
field in the upward direction. The force was applied only when participants were in contact with the virtual object, which
was defined to be the negative half of the vertical axis. The magnitude of the force was proportional to the penetration
distance into the virtual object:

—k-y, y<Qo,
f= = 0, y >0 (1
where k [N/m] is the force field stiffness and y [m] is the penetration depth into the virtual object.

A 1-DOF skin stretch device was mounted on the end of the haptic device (Fig. 2b-d) and was used to induce artificial
skin stretch on the fingerpads. The artificial skin stretch was created by two tactors (the red circles in Fig. 2b) that came into
contact with the skin of the thumb and index finger on the palmer side and moved in the vertical direction. Similar to the
force, the skin stretch stimulus was proportional to the penetration distance and was applied only when participants were
in contact with the virtual object.

— -y, < 0,
Ytactor = { gtagj)r y }; > 0’ (2)

where giactor [MM/mM] is the tactor displacement gain and y [m] is the penetration depth into the virtual object.

A force sensor (ATI, Nano 17) was embedded in the skin stretch device to measure the grip force participants applied
between their fingers. A detailed description of the experimental setup and skin stretch device can be found in Farajian
et al. (2020).

Experimental protocol

The experiment we conducted in Farajian et al. (2023) was a forced-choice stiffness discrimination experiment (Jones
and Tan, 2013). The experiment was comprised of trials, in which participants made downward probing movements
(Fig. 2a) into pairs of virtual objects (designated standard and comparison) that applied kinesthetic and tactile feedback,
and reported which of the two felt stiffer. The order in which the two virtual objects were presented was chosen
pseudo-randomly prior to the experiment. In each trial, one object was presented as blue using the LCD screen, and
the other was red, also defined pseudo-randomly before the experiment. Participants interacted with each of the two vir-
tual objects four consecutive times and then pressed a red or blue keyboard key to select which they perceived as stiffer.

The comparison virtual object applied only force feedback. The standard object applied force and, in some trials, also
applied artificial skin stretch. Hence, there were two types of conditions: force conditions and artificial skin stretch con-
ditions. In each trial, the comparison object was chosen to be one of 12 values equally spaced between 30 and 140 [N/m].
The standard stiffness level was 85[N/m] in all the trials. The experiment was completed in two sessions, each of which
was comprised of an identical force condition, and a skin stretch condition that differed between the sessions. In one ses-
sion, the skin stretch was applied in the same (positive) direction as the force (giactor = 80 in Eq. 2), and in the other, in the
opposite (negative) direction (giactor=—80). Each of the standard-comparison combinations in each condition were
repeated eight times and the order in which they were presented was defined pseudo-randomly prior to the experiment.
This led to a total of 96 trials per condition (192 trials per session). Additional details about the experimental protocols can
be found in Farajian et al. (2023).

Data

Throughout the experiment, we recorded several signals describing participants’ actions in each trial. We recorded the posi-
tion and velocity in the vertical axis—the axis in which the participants’ movements were made. We also recorded the grip
force participants applied between their fingers and the skin stretch device. We used these three signals and additionally cal-
culated the acceleration numerically by differentiating the velocity according to the time. The signals were sampled at approx-
imately 80 Hz. Furthermore, we recorded participants’ perceptual responses, which they logged using keyboard keys. Our
goal in this work was to assess the possibility of predicting participants’ answers from their action signals.

The possibility of predicting perception from action signals can indicate that there is perceptual information present in
the action signals. However, if we were to use trials with only force (and no artificial skin stretch), then the event of suc-
cessful prediction would not necessarily indicate a relation between the participants’ perception and action signals. This is
due to the fact that the comparison force field stiffness varied between trials. Additionally, the stiffness levels of the stan-
dard and comparison were not the same. Hence, we expect differences between the action signals that are related to the
physics of the force field and not to the participants’ perception. For example, participants made deeper probing
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movements into less stiff force fields. While this may have been the result of perception, it could also have been caused by
decreased resistance applied by the lower force field relative to the higher one. In order to eliminate this ambiguity, we
included the artificial skin stretch trials. It has been well established that adding positive artificial skin stretch to force feed-
back increases the perceived stiffness (Quek et al., 2014; Farajian et al., 2020, 2021; Kossowsky et al., 2022; Farajian et al.,
2023). However, the artificial skin stretch does not apply any forces that would impede the penetration into the virtual
object. That is, artificial stretch is a stimulus that affects stiffness perception, without affecting the physics of the force
field. Therefore, in addition to assessing if our models can predict the participants’ responses in the force condition,
we investigated if participants’ responses in the artificial skin stretch condition, and the increase in stiffness perception
caused by the stretch, can be predicted from the action signals. It is important to note that the action signals contain
no information about the stimuli applied on the participants, enabling us to study if perceptual information can be learned
solely from action signals.

Action signal preprocessing

Figure 3a shows an example of each recorded action signal before the preprocessing. Figure 3b shows the three
recorded signals after filtering. We filtered the data using second-order zero-phase Butterworth filters, applied using
the filtfilt MATLAB function, resulting in fourth-order filters. The cutoff frequency was 9.63 Hz for the grip force signal,
as in Farajian et al. (2020), and 8.02 Hz for the position, velocity and acceleration signals, similar to Kossowsky and
Nisky (2022). Force and artificial skin stretch were applied only when participants were in contact with the virtual object
(the negative half of the vertical axis). Hence, the signals also contained information from times in which participants
were above the boundary of the objects. We therefore extracted the portions of the signals during which the participant
had interacted with the virtual objects (Fig. 3b). Next, all the signals were interpolated to 150 samples for each the inter-
action with the comparison object, and the interaction with the standard object (that is, a total of 300 samples per trial). The
last step was to normalize each of the four features by subtracting its mean and dividing it by the standard deviation
(z-score normalization).

Perception and model evaluation

One approach that we used to evaluate our models is to assess their ability to predict participants’ perceptual answers in
each trial and report the accuracy of the model. However, stiffness discrimination experiments open the possibility of
quantifying additional aspects of perception. This is done by fitting psychometric curves to the participants’ responses
(Jones and Tan, 2013). These curves quantify the probability of the participants’ responding that the comparison object
felt stiffer than the standard as a function of the difference between the stiffness levels of the two virtual objects. This way, a
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Figure 3. Signals for one trial. a, Raw and b, Filtered. The top graph shows the position, the second the velocity, and the bottom is the grip force. Gray
indicates an interaction with the comparison object, and pink is the interaction with the standard object. The shaded gray area in the position signals indi-
cates the portions of the signal in which participants interacted with the virtual objects (i.e., were in the negative half of the vertical axis). Only these portions
of the signals were extracted and are shown using solid, darker lines in (b). The portions of the signal that were not used (participants were above the bound-
ary of the object) are dashed in (b).
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Figure 4. Synthetic psychometric curves. These are psychometric curves used for demonstration and explanation of the metrics, and are not the results of
a specific participant. The pale-colored curves are for the force condition and the dark-colored curves are for the stretch condition. The abscissa is the
difference between the stiffness levels of the two virtual objects, and the ordinate is the probability of choosing that the comparison object was stiffer.
The blue curves show the hypothetical results of one participant, where the rightward shift of the dark blue curve indicates an increased stiffness perception
due to the skin stretch. The red curves are the predicted results of the participant.

comparison ~>standard

single psychometric curve is fit to all the trials of each condition for each participant (Fig. 4). These curves can be more
indicative of participants’ biases and sensitivities than the accuracy. For example, they can allow us to quantify the
increase in stiffness perception (Wichmann and Hill, 2001).

We used the Psignifit toolbox 2.5.6 (Wichmann and Hill, 2001) to fit psychometric curves to participants’ responses. We
then computed the point of subjective equality (PSE) and the just noticeable difference (JND) of each curve. The PSE is the
stiffness level at which the probability of responding comparison is half and therefore measures the bias in the perceived
stiffness. The rightward shift of the skin stretch psychometric curve (dark blue) in Figure 4 relative to the force (pale) one
indicates an increase in the perceived stiffness of the standard object due to the stretch. The JND is half the difference
between the stiffness levels corresponding to the 0.75 and 0.25 probabilities (illustrated on the dark red and blue curves
in Fig. 4), and is an indication of the curve’s slope (Jones and Tan, 2013).

The PSE and JND define the shape of the curve (Wichmann and Hill, 2001). Therefore, to assess the ability of the models
to predict the participants’ perception, we used these values to define several metrics. Figure 4 can be used to illustrate
these metrics. The blue curves describe the perceptual results of a hypothetical participant. The pale blue curve is for the
force condition and the dark blue curve is for the positive artificial skin stretch condition. The red curves are hypothetical
curves created from a model’s predictions for the same participant. We focused on three metrics:

e APSE: This is the difference between the PSE values in the stretch and force conditions (difference between the pale
and dark curves in Fig. 4). Hence, this value quantifies the increase in stiffness perception caused by the artificial
skin stretch in units of [N/m]. To assess the ability of the models to learn the perceptual augmentation from the action
signals, we compare the APSE of the real curves (blue) to that of the predicted curves (red). In the example curves
(Fig. 4), the model predicted an increase in stiffness perception due to the stretch, but the predicted effect size was

December 2024, 11(12). DOI: https://doi.org/10.1523/ENEURO.0495-23.2024. 6 of 20


https://doi.org/10.1523/ENEURO.0495-23.2024

r euro Research Article: New Research 7 of 20

smaller than the real one. To analyze the results of all the participants, we perform a regression of the APSEeqicted
values against the APSE,,, values. The regression of an ideal model would have an intercept of zero and a slope of
one.

e PSE Error: The APSE examines the model’s ability to predict the shift between the two psychometric curves (the
perceptual augmentation), but not its ability to predict the shape of each individual curve. Therefore, for each the
force and stretch conditions, we compared the PSE of the real curve to that of the predicted curve. For example,
to evaluate the prediction in the stretch condition, we compare the PSE of the dark blue curve in Figure 4 to that
of the dark red one. This is shown using the blue and red vertical dashed lines. Similarly, for the force condition,
we compare the PSE of the pale blue curve to that of the pale red curve. To compute the PSE Error, we subtract
the predicted PSE from the real one. Hence, this metric results in two values—one for each of the two conditions.
To examine the results of all the participants, we compute the average, and 95% confidence intervals, of the PSE
Error values.

e JND Error: Similar to the PSE Error, however, using the JND. The PSE Error and JND Error assess a model’s ability to
predict curves that represent participant-like perception. Even if the APSE is predicted well, the predicted curves
could both be shifted either to the right or the left, or with very high JND values, and these inaccuracies would
not be reflected in the APSE.

Dataset

Forty participants completed the experiment. Two of the participants were outliers: they exhibited a perceptual effect
of the skin stretch that exceeded the measurable effect in this experiment. The highest comparison stiffness level was
140 [N/m]; therefore, if a participant has an increase in PSE beyond 55 [N/m], it is not measurable in this setting.
Hence, the real PSE of the participant is not computable, and we therefore cannot assess the ability of models to predict
it. We used the remaining 38 participants in our analyses. Note, that of the 38 participants, four exhibited a decrease in their
PSE due to the skin stretch. These participants differ from the vast majority in Farajian et al. (2020), Farajian et al. (2023),
Farajian et al. (2021), Kossowsky et al. (2022) and Quek et al. (2014) and were previously excluded from analyses for var-
ious reasons (Farajian et al., 2020). However, the larger number of participants in Farajian et al. (2023) indicates that this
may be a consistent effect shown by a small portion of the population. Therefore, these participants (the negative effect
participants) were included in all our analyses, however, we did take special note of them in our division of the data into
train and test sets.

We created two datasets used in different stages of the work, both containing all 38 participants. As described earlier,
there were two sessions in the experiment. One contained a positive (in the same direction as the force) stretch session,
and the other had a negative (in the opposite direction) stretch session. We used both sessions’ force conditions for train-
ing our models (to increase the quantity of data). In the first part of our work, we used only the positive stretch trials and
incorporated the negative stretch trials at a later stage. The choice to begin with the positive stretch session stemmed from
the well-established effect of this stimuli, which has been shown in all of the aforementioned studies (Quek et al., 2014;
Farajian et al., 2020, 2021; Kossowsky et al., 2022; Farajian et al., 2023). Additionally, the perceptual effect of the positive
stretch has been shown to be larger and more consistent than that of the negative stretch. The negative stretch also
increases stiffness perception on average across participants; however, this effect is smaller than that of the positive
stretch, with larger between-participant variability (Farajian et al., 2023). We therefore aimed to first use the positive stretch
session to test if the perceptual augmentation could be predicted from the action signals, and then examined the possi-
bility of predicting the different perceptual effects in the different sessions.

¢ Dataset 1: This dataset contained the 192 trials from the positive stretch session (96 force, and 96 positive stretch,
trials). Additionally, for the training stage only, we included the 96 force condition trials from the negative session to
increase the amount of training data. These trials were excluded from the testing stage. Therefore, participants used
in the training stage had 288 trials each, and those used for testing had 192 trials. The negative session force trials
were excluded from testing as we compared the positive stretch condition to the force trials belonging to its session,
as in Farajian et al. (2023). We note that there was no significant difference between the force trials of the two ses-
sions (Farajian et al., 2023). Additionally, we tested the model’s performance on these force trials when using
Dataset 2, such that they too were assessed in this work.

¢ Dataset 2: Here we included all the trials from the negative stretch session for both training and testing, leading to
384 trials per participant. We used this dataset to assess our models’ ability to predict the difference between the
perceptual effects of the positive and the negative skin stretch.

We used k-fold validation, as in Wenliang and Seitz (2018), where we selected k=10. We chose to use k-fold validation,
rather than a single split into train and test to allow for comprehensive reporting of the prediction ability on the entirety of
the participants. No model was ever trained on any of the trials of a participant on which it was tested. That is, for each fold,
all of the trials of some participants were left for testing, and the trials of the remaining participants were used for training.
As only four participants had a negative perceptual effect, we first split the 34 non-negative effect participants randomly
into 10 folds. Following that, we randomly added the four negative effect participants into the folds. This was to prevent the
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case of networks from being tested on negative effect participants without having been trained on them. Despite this, we
note that the negative effect participants had a very low representation in the data due to their small number. The models
received the trials of all the training participants and aimed to predict their perceptual responses in each trial. In the testing
stage, the trained models predicted the perceptual responses of the testing participants’ trials. Using these predicted
responses, we created the predicted psychometric curves, from which we computed the predicted PSE and JND values.
We then used each participants’ real and predicted PSE and JND values to compute our three metrics. We ran every model
five times to ensure no effect of the random seed and present the average and standard deviation of our results across the runs.

Models
Artificial neural networks

We aimed to explore what artificial neural networks could learn about stiffness perception from participants’ action
signals. We chose to use artificial neural networks due to their statistical power to learn complex patterns directly from
data without requiring predefined feature engineering, as well as their ability to capture nonlinear, and temporal (when
using Recurrent Neural Networks) patterns in the data. The participants’ preprocessed comparison and standard signals
were each inputted into identical neural networks (Fig. 5). Hence, the inputs were vectors of 150 samples, containing four
features per sample (position, velocity, acceleration, and grip force). The network outputted vectors of [128, 1], and the
comparison vector was subtracted from the standard vector. This was then inputted into a Dense layer containing a single
neuron and a sigmoid activation function, which outputted a value between zero and one. All outputs below 0.5 were clas-
sified as the response comparison, and those above 0.5 were standard. This two-stream network with subtracted outputs
is similar to the general architecture in Wenliang and Seitz (2018).

The architecture of our network was a bidirectional long short term memory (LSTM) layer with 128 neurons, followed by a
dropout layer with a probability of 0.4, batch normalization, and an additional bidirectional LSTM layer with 64 neurons.
The second LSTM layer reduced the temporal information from 150 to one. We used LSTM layers (Hochreiter and
Schmidhuber, 1997), as they are able to learn temporal relations due to a memory unit, and our inputs were temporal sig-
nals. We used dropout and batch normalization (loffe and Szegedy, 2015) to reduce over-fitting and stabilize the learning
process. Our neural networks were trained for 50 epochs using the Adam optimizer (Kingma and Ba, 2014) and Binary
Cross Entropy loss. We used a batch size of 512, and the data was randomly shuffled between each epoch. For the
LSTM layers, we used L2 regularization, with a value of 0.001. The initial learning rate was set to 0.0001 and was decayed
with every epoch according to Ir;=0.95 * Ir;,_1, where Ir; is the learning rate in epoch i.

Simple models

In addition to assessing if artificial neural networks could predict the participants’ perceptual responses, we also tested
if simple models using simple action metrics could be enough to perform this prediction. The goal of these models was to
examine if simple and explainable metrics are indicative of the participants’ perception. We examined four deterministic
models, which required no training, and one classifier:

¢ Maximum Penetration Model: We computed the maximum depth to which the participant penetrated into each the
standard and comparison virtual objects in each trial. The model assumes that the maximum penetration will be
smaller for objects perceived as stiffer. Therefore, the model chooses the object with the higher penetration as
the less stiff one in each trial. This is similar to one of the models for stiffness perception suggested in Pressman
et al. (2006).

‘ Comparison Signals ‘ ‘ Standard Signals ‘
| |

| Neural Network ‘ ‘ Neural Network |
| |

Standard Vector
|

| Dense, Sigmoid |

Standard / Comparison

Figure 5. Artificial neural network. The comparison and standard signals were each inputted into identical neural networks. The network outputs were
subtracted and inputted into a Dense layer with one neuron and a sigmoid activation. This layer classified the trial as O if the predicted response was
comparison, and as 1 if standard was the predicted response.
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¢ Maximum Velocity Model: We computed the maximum velocity from the participants’ interactions with each the
standard and comparison virtual objects in each trial. The model assumes that participants will move more slowly in
virtual objects they perceive as stiffer. Therefore, the model chooses the object with the higher maximum velocity as
the less stiff one in each trial.

¢ Average Velocity Model: This model is similar to the Maximum Velocity Model, however, uses the average velocity
instead.

¢ Maximum Grip Force Model: We computed the maximum grip forces from the participant’s interactions with each
the standard and comparison virtual objects in each trial. The model assumes that participants will apply higher
levels of grip force when interacting with virtual objects they perceive as stiffer. This is based on the fact that
grip force has been shown to be tightly coupled to the load force (Flanagan et al., 1993; Flanagan and Wing,
1993). Therefore, the model chooses the object with the higher maximum grip force as the stiffer one in each trial.

¢ Logistic Regression: It is possible that a learned combination of the described four metrics could lead to better
results than deterministic models on each metric alone. We therefore trained a logistic regression model to predict
participants’ perceptual responses in each trial using these four metrics.

Exploration questions
We explored what aspects of stiffness perception our models could infer from action signals alone. Specifically, we
aimed to answer the following:

1. Can artificial neural networks predict stiffness perception from action signals?

We used Dataset 1 and assessed the ability of networks to predict participants’ perceptual responses from their
action signals. We evaluated the ability to predict the perceptual augmentation caused by the artificial skin stretch
and the shapes of the participants’ psychometric curves. We initially used only the positive stretch session, as the
perceptual augmentation caused by the positive stretch has been well established (Quek et al., 2014; Farajian et al.,
2020, 2021; Kossowsky et al., 2022; Farajian et al., 2023), and has been shown to be larger and more consistent
than that created by the negative stretch (Farajian et al., 2023). Therefore, we first examine if this effect can be pre-
dicted from action signals before continuing further into the study of the different effects that may be able to be
predicted.

2. Can simple models predict stiffness perception from action metrics?

We continued with Dataset 1 and tested the ability of our simple models to predict the perceptual augmentation
caused by the artificial skin stretch and the shapes of participants’ psychometric curves. We examined the simple
models to assess if these simple and explainable metrics are sufficient to predict the perceptual illusion. In the event
that they are not sufficient, the need for neural networks is explained, and it indicates that the temporal relation in
the signals may contain important information.

3. What is the contribution of each action signal to the prediction?

Using Dataset 1, we removed different action signals in turn. We assessed the effect of different combinations of
the four action signals on the network’s performance using our three evaluation metrics.

4. Can the network learn the difference in the magnitudes of the perceptual effects caused by positive and negative
artificial skin stretch?

We used Dataset 2 to test the network’s ability to predict the trend observed in Farajian et al. (2023); both positive
and negative stretch led to an overestimation of stiffness, but that caused by the positive stretch was generally
larger than that caused by the negative stretch.

Code accessibility
The code and data described in the manuscript are available: https:/github.com/Bio-Medical-Robotics-BGU/
Exploring-Perception-and-Action.

Results

Can artificial neural networks predict stiffness perception from action signals?

To assess the performance of the networks, we first computed participants’ real psychometric curves. Next, based on
the network’s predictions, we computed each participant’s predicted psychometric curves. Figure 6a—b show examples of
participants whose psychometric curves were predicted well by the network. Figure 6a shows a participant whose stiff-
ness perception was increased by the artificial skin stretch, and whose perceptual augmentation was captured well by the
network. In Figure 6b, on the other hand, the participant’s perception was not increased by the stretch, and this lack of
effect was predicted by the network. However, there were also participants whose effect was predicted less well by
the network (Fig. 6¢c-d).

December 2024, 11(12). DOI: https://doi.org/10.1523/ENEURO.0495-23.2024. 9 of 20


https://github.com/Bio-Medical-Robotics-BGU/Exploring-Perception-and-Action
https://github.com/Bio-Medical-Robotics-BGU/Exploring-Perception-and-Action
https://github.com/Bio-Medical-Robotics-BGU/Exploring-Perception-and-Action
https://doi.org/10.1523/ENEURO.0495-23.2024

\ r"er ro Research Article: New Research 10 of 20

Real Predicted Real Predicted

Force
= Stretch

Force
= Stretch

Force
= Stretch

Force
Stretch

p(responding comparison)
p(responding comparison)
p(responding comparison)
p(responding comparison)

-50 0 50 -50 0 50 -50 0 50
kcomparison 'kstandard kcomparison 'ksraudard kcomparison 'ksmndard kcomparison 'kslandard

(a) (b)

Real Predicted Real Predicted

Force
Stretch

Force
Stretch

Force
Stretch

Force
= Stretch

p(responding comparison)
p(responding comparison)
p(responding comparison)
p(responding comparison)

-50 0 50 -50 0 50 -50 0 50
kcomparison 'kstandard kcmuparisou 'kslaudard kcomparison 'ksmndard kcomparison 'ksmndard
(0) (d)
30 T x
80 f{——Predicted APSE = 11.8 +0.35-Real APSE]
T
25 70
60
—_ —_
E 20 £ 50
Z &
m 15 3 40
4 230
_E J
& $
g 10 220
z £ 10
< 5¢ <
i ’ '
T
0 T -10 !
I
20 !
-5 N N 1
Real Predicted Real Predicted 220 0 20 40 60 80
Force  Force Stretch  Stretch APSE,eq [N/m]
(e) ®

Figure 6. Neural network results. a-d, Real and predicted psychometric curves of four participants. The blue curves were created using the participants’
real responses, and the red curves were created using the network’s predictions. The abscissa is the difference between the stiffness levels of the two
virtual objects, and the ordinate is the probability of choosing that the comparison object was stiffer. The pale curves represent the force condition,
and the dark curves are the stretch condition. a-b, Participants predicted well by the network. c-d, Participants whose perceptual effects were not pre-
dicted well. e, The real (blue shades) and predicted (red shades) average PSE of all 38 participants for the force and stretch conditions. The bars show the
average effects, and the black error bars are the 95% confidence intervals. f, The results of all 38 participants. The gray stars show each participant’s pre-
dicted APSE relative to their real one. The black line shows the regression of the predicted APSEs against the real APSEs. The dashed black lines show zero
on the abscissa and ordinate. The gray dashed line is the ideal model, that is, a model with an intercept of zero and a slope of one.

To analyze the results of all the participants, we assessed the ability of the network to predict the average effect across
participants (Fig. 6e). Comparing the pale blue and red bars demonstrates the ability of the network to predict a near-zero
effect in the force condition, and a similar average augmentation effect in the stretch condition (compare dark red and blue
bars). That is, we obtained low PSE Errors in both conditions.

Next, we compared the APSE,., for each participant (the difference between the pale and dark blue curves in units of [N/
m]) to the APSEqicteq (the difference between the pale and dark red curves) (Fig. 6f). We computed the regression of the
APSE e qicteq @against the APSE ;. Each star represents a participant, and the regression line is shown in black. By exam-
ining the data points (stars), we can see a general trend of increased predicted augmentation for increased real augmen-
tation. These results show that the network can predict the perceptual augmentation caused by the stretch to an extent,
and indicates that the stretch may cause the participants’ action signals to resemble those of interactions with stiffer
objects. However, it is important to note that the regression is far from perfect, and the network cannot predict the precise
size of the perceptual augmentation for each participant. Furthermore, the regression was not significant, with an average
p-value of 0.06 across the five runs. This demonstrates the ability of the network to predict a general trend, but not the
actual effect size for each participant.
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The full results of the network are shown in Table 2. The accuracy of the network was ~78%, which is well above chance
level (50%). In addition to the accuracy and regression parameters, we examined the ability to predict psychometric
curves of similar shape to those of the participants using the PSE Error and JND Error (Table 2). As shown, the network
was able to predict curves of similar shapes to those of the participants.

We also analyzed the distribution of errors in the network’s predictions relative to the participants’ responses (the true
labels) for the different comparison stiffness levels (Fig. 7a—c). An examination of Figure 7c (stretch trials only) reveals an
asymmetrical distribution, with a larger percentage of errors for higher comparison stiffness levels. This can be due to the
artificial skin stretch. The fact that the network could predict a general trend of increased stiffness perception due to the
stretch indicates that participants’ action signals may resemble those of interactions with higher stiffness levels.
Therefore, the skin stretch may cause the standard signals to resemble those of interactions with higher stiffness values
than 85 [N/m] (the standard stiffness level). Therefore, for comparison stiffness levels below 85 [N/m], the skin stretch could
increase the chance that the network chose standard as stiffer, which is likely the same response as the participant, as the
skin stretch increased the perceived stiffness. For comparison stiffness levels higher than 85 [N/m], there may be more
errors due to the action signal not reflecting the precise perceptual increase experienced by the participant. This can cause
the network either to wrongly predict that participants perceived the standard object as stiffer when they did not, or vice
versa. Figure 7b shows the force-only trials, in which a more symmetrical distribution of the errors can be observed, as
expected. Figure 7a shows all the trials together, and is, therefore, a combination of the two described distributions of
errors. On the one hand, the distribution is asymmetrical due to the influence of the stretch trials. On the other hand, there
is a peak around 85 [N/m], due to the force trials.

Lastly, we examined the certainty of the network in its predictions as a function of the comparison stiffness level. The
sigmoid activation function outputted values ranging between zero and one. All values below 0.5 were classified as zero
(comparison), and those above 0.5 were one (standard). Therefore, for a true label of zero, values closer to zero would yield
alower loss. For a true label of one, values closer to one are strived for. Figure 7d shows the certainty of the network for all
the trials, Figure 7e for the force trials alone, and Figure 77 is the stretch trials alone. We separated between the cases of
correct (black stars) and mistaken (gray squares) predictions. As shown, the highest levels of uncertainty are observed for
comparison levels close to 85 [N/m], and as the comparison stiffness level moves further from this value, the certainty
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Figure 7. Errors and Certainty. a-c, Network errors relative to the participants’ perceptual responses as a function of the comparison stiffness level for one
of the five runs. The percentage of errors for each stiffness level was computed out of the total number of trials with that stiffness level in the given condition.
a, All the trials together. b, The force trials alone. ¢, The artificial skin stretch trials alone. d-f, The average outputs of the network as a function of the com-
parison stiffness level for one of the five runs. This reflects the certainty, or loss value, of the network for each comparison level. The average outputs for
correct predictions are indicated with black stars, and for mistaken predictions, with gray squares. In trials with the response standard, outputs closer to 1
reflect better performance, whereas for trials in which the response was comparison, outputs closer to 0 are superior. d, All the trials together. e, The force
trials alone. f, The artificial skin stretch trials alone.
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increases. Additionally, Figure 7d-f shows that the certainty of the network in cases of correct prediction is generally better
than the certainty for the cases of mistaken prediction.

Can simple models predict stiffness perception from action metrics?

Before continuing with the study of what neural networks can learn about stiffness perception, we wondered if a simpler
model could be sufficient. We therefore computed metrics from the participants’ action signals and assessed their ability
to predict participants’ perceptual responses using our five simple models. Four of the simple models were deterministic,
and the logistic regression model was trained using k-fold validation (k=10), similar to the artificial neural network.

Figure 8a shows an example of a participant’s real and predicted psychometric curves. The red (predicted) curves were
created using the Maximum Penetration Model’s predictions for the participant. Figure 8a shows that the model was not
able to predict the perceptual augmentation caused by the artificial skin stretch for this participant. Figure 8b shows the
real and predicted average PSE values of the participants in each the force and stretch conditions. As seen by comparing
the pale red and blue bars, representing the force condition, a near-zero PSE value was predicted relatively well. In the
stretch condition, on the other hand, there was a real average PSE value of approximately 20 [N/m] (dark blue bar), whereas
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Figure 8. Maximum penetration model results. a, Real and predicted psychometric curves of one of the participants. The blue curves are those created
using the participant’s real responses, whereas the red curves were created using the predictions of the Maximum Penetration Model. In these graphs, the
abscissa is the difference between the stiffness levels of the two virtual objects, and the ordinate is the probability of choosing that the comparison object
was stiffer. The pale curves represent the force condition, and the dark curves are the stretch condition. A rightward shift of the dark curve indicates an
increase in stiffness perception due to the skin stretch, whereas a leftward shift indicates a decrease. b, The real (blue shades) and predicted (red shades)
average PSE of all 38 participants for the force and stretch conditions. The bars show the average effects, and the black error bars are the 95% confidence
intervals. ¢, The results of all 38 participants. The gray stars show each participant’s predicted APSE relative to their real one. The black line shows the
regression of the predicted APSEs against the real APSEs. The dashed black lines show the zero on the abscissa and ordinate. The gray dashed line shows
the ideal model, that is, a model with an intercept of zero and a slope of one.
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Table 1. Model prediction performance
Regression (Predicted

APSE Against
Real APSE) PSE Error [N/m] JND [N/m]
Force Stretch

Intercept Slope p- Force Stretch (Real = 12.13) (Real = 14.95)
Model Accuracy [N/m] [au] value (Real=0.16) (Real=20.64) Predicted Error Predicted Error
Maximum penetration 69.51 -2.67 -0.15 0.13 -1.84 24.35 16.97 -4.84 18.93 -3.97
Maximum velocity 54.15 11.5 -0.06 096 -0.51 9.67 73.20 -61.07 55.26 —40.32
Average velocity 50.19 -16.95 -3.46 0.58 -79.10 29.16 2447.30 -2435.13 -133.31 148.25
Maximum grip force  59.18 -5.75 -0.18 0.86 11.41 41.33 136.58 —124.45 94.65 -79.70
Logistic regression 64.54 +0.03 6.85 -0.30 0.77 -70.57 -50.81 48.78 -36.66 61.23 -46.28

the predicted PSE value for this condition was near zero. This demonstrates the model’s lack of ability to predict the par-
ticipants’ average augmentation effect. The regression of the APSEcgicteq against the APSE,,, for all the participants
(Fig. 8c), shows that the model was not able to predict the perceptual augmentation for all the participants.

The results of all the simple models are shown in Table 1. Most of the models had relatively low accuracy. The accuracy
of the logistic regression model is presented as an average and standard deviation due to the k-fold validation. The regres-
sion parameters for all of the simple models revealed that none were able to predict the perceptual augmentation caused
by the artificial skin stretch. Additionally, from the average PSE Errors across participants, we found that none of the sim-
ple models were able to predict the PSE of the stretch condition, and most had large errors also in the force condition.
Similarly, most of the simple models had large JND Errors. The simple model displaying the lowest errors was the
Maximum Penetration Model, which predicted the force condition and the shapes of the curves well but was unable to
predict the skin stretch perceptual augmentation.

Taken together, the different metrics demonstrate the lack of our simple models’ abilities to predict the participants’ per-
ceptual responses. The regression coefficients show the inability of the models to predict the perceptual augmentation
caused by the artificial stretch. The PSE Error and JND Error metrics show the inability to predict curves of similar shape
to those of the participants. The PSE Error also further conveys the lack of ability to predict the perceptual augmentation.
Hence, our simple models were unable to predict individual participant effects, average effects, and trends. We note
that the fact that our simple models did not succeed in predicting perception from our computed metrics does not
guarantee that no metric or simple model can yield a successful prediction. Rather, this demonstrates that these metrics
are not suitable for such prediction, and indicates that this prediction task may be more complex than what can be
captured using only simple metrics and simple models. We therefore continued our exploration using the artificial neural
network.

What is the contribution of each action signal to the prediction?

We next aimed to explore the role of each of the four action signals in the prediction using our neural network.
Furthermore, we wondered if some action signals contributed more to the performance and if others may actually not
be necessary. To investigate this, we continued with Dataset 1, removed each action signal in turn, and evaluated the
effect on each of our metrics.

We first removed the grip force and found that this eliminated the ability of the network to predict the augmentation effect
caused by the skin stretch (Fig. 9a). This indicates that, due to the stretch, participants changed their grip force to be more
similar to interactions with stiffer objects. The full effect of removing the grip force can be seen in Table 2. The regression
parameters and skin stretch PSE Error reflect the lack of ability to predict the perceptual augmentation without the grip
force.

After discovering the importance of the grip force for predicting the augmentation effect, we wondered if this signal
might be able to predict participants’ perception on its own. As shown in Figure 9b, this led to a wide range of over
and under-estimations of participants’ stiffness perception. Examining the PSE Errors and JND Errors in Table 2 shows
high errors relative to the other conditions. This reflects the inability to predict psychometric curves of similar shape to
those of the participants.

The effect of removing either the grip force, or all three motion signals (position, velocity, and acceleration), led us to
conclude that the grip force is necessary for predicting the augmentation effect, but that at least some of the motion sig-
nals are needed to predict the shapes of the curves. To test the contribution of each motion signal, we removed each in
turn (Fig. 9¢). We found that this did not eliminate the network’s ability to predict the augmentation effect or curves of sim-
ilar shapes to those of the participants. In fact, Table 2 shows that this improved or didn’t decrease the intercept, and
improved the slope, of the regression. Additionally, in all three cases, the regressions were significant. Furthermore,
the PSE Errors and JND Errors indicate that the prediction of the shape of the curves was comparable to when using
all four signals.
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Figure 9. Contribution of action signals to the prediction. a, No grip force. b, Only grip force. ¢, Each motion signal removed in turn. Pale blue is no position;
the medium blue is no velocity; and the dark blue is no acceleration. d, Position and grip force (i.e., no velocity and acceleration). Each graph shows
the results for one of the five runs, the average and standard deviation of all five runs are reported in Table 2. The dashed black lines show the zero on the
abscissa and ordinate. The gray dashed line shows the ideal model, that is, a model with an intercept of zero and a slope of one. In a, b, and d, the gray stars
show each participant’s predicted APSE relative to their real one.

Removing the velocity improved the intercept and the slope, and removing the acceleration led to an even larger slope.
We therefore tested the effect of removing both and using only the position and grip force (Fig. 9d). As shown in Table 2,
the intercept was less good, but this combination obtained the best slope and significant regression. The PSE Error values
were slightly higher in the stretch condition, but lower in the force condition, than those achieved with all four signals.
Similarly, the JND Error in the force condition was better in this case, and less good in the stretch condition. These results
lead us to believe that it is sufficient to use only the grip force and position to predict the participants’ perceptual
responses. Despite the improvement, it is still important to note that our model is not ideal. The network continues to
exhibit errors in predicting the effect sizes, however, it successfully predicted a significant trend of increased predicted
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augmentation for increased real augmentation. As we found that using the position and grip force led to similar or better
results as all four signals, we continued with these two signals for the next part of the study.

Can the network learn the difference in the magnitudes of the perceptual effects caused by positive and negative
artificial skin stretch?

After observing that the trend of increased stiffness perception could be predicted from action signals, we explored the
negative stretch session. Farajian et al. (2023) showed that similar to the positive stretch, the negative stretch also led to an
average increase in stiffness perception. However, this effect was generally smaller than that caused by the positive
stretch (although there were participants who exhibited the opposite). We tested the network’s ability to predict this dif-
ference on average and within each participant. That is, can the network predict the average increases in stiffness percep-
tion caused by the two directions of skin stretch, and can it predict the direction of stretch that leads to a larger perceptual
effect for each participant?

To test this, we used Dataset 2, which included the two force conditions, the positive stretch condition, and the negative
stretch condition. Figure 10a—-c show examples of psychometric curves for some of the participants whose perceptual
effects were predicted well by the network. In all three examples, the curves for the two force conditions were similar,
as expected. In Figure 10a-b, the effect of the positive stretch was larger than that of the negative stretch, where in
Figure 10b, the effect of the negative stretch was near zero. Figure 10c shows an example of a participant who was, in
large, not affected by the artificial stretch.

Figure 10d shows the average results of all the participants. The bars show the real and predicted increase in perceived
stiffness for each of the four conditions. The pale-colored bars show that the real and predicted augmentation effects for
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Figure 10. Positive and negative stretch. a-c, Examples of real and predicted psychometric curves. The abscissa is the difference between the stiffness
levels of the two virtual objects, and the ordinate is the probability of choosing that comparison was stiffer. The blue and purple curves were created using
the participants’ real responses, whereas the red and orange curves were created from the network’s predictions. The blue and red represent the positive
stretch session (P), and purple and orange are the negative stretch session (N). The pale curves represent the force conditions (F), and the dark curves are
the stretch conditions (S). d, The average real and predicted PSE for each condition for one of the five runs, where the colors correspond to those of the
psychometric curves. The error bars show the 95% confidence intervals. e, The predicted APSE as a function of the real APSE for one of the five runs. Each
symbol represents a participant, where the blue are the positive stretch session, and the purple are the negative stretch session. The regression line is
shown in black. The dashed black lines show the zero on the abscissa and ordinate. The gray dashed line shows the ideal model — a model with an intercept
of zero and a slope of one.
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the force conditions were near zero. The dark-colored bars represent the stretch conditions, where the dark blue and red
are the real and predicted positive stretch augmentations. The dark purple and orange are the real and predicted negative
stretch condition. Both the real and predicted negative stretch augmentation effects are lower than those of the positive
session. This indicates the ability of the network to predict the average trends shown by the participants. That is, near zero
augmentation effects for both force conditions, and a higher increase in stiffness perception in the positive session relative
to the negative session.

Figure 10e shows the regression of the APSE,cgicteq against the APSE,, for all the participants. Each symbol
represents a participant, each of which has two points - blue for the positive session and purple for the negative session.
As shown, there is dispersion of the data, and the regression parameters are not ideal. However, the same general trend
of increased predicted augmentation for increased real augmentation continues to hold. That is, these results are
consistent with the previous parts of our work, showing that the effect sizes per participant cannot be predicted
by our network, but the general trend can and is statistically significant. The full results of the prediction are shown in
Table 3.

In this part of the work, we aimed to assess the ability of the network to predict the difference in the perceptual
augmentation caused by the positive and negative stretch. Figure 10d demonstrated the ability of the network to do so
on average. Figure 10e can shed light on the ability to do so per participant. By comparing the blue and purple symbols
for each participant, we can evaluate if the network was able to predict which stretch direction would have a larger
perceptual effect on that participant in absolute value. For most participants, the positive stretch had a larger effect on
the perceived stiffness than the negative stretch, however, there were also participants who showed the opposite trend.
We found that the network was able to correctly predict which stretch direction would lead to a larger effect, and which to a
smaller effect, for 25 out of 38 participants, which is approximately 2/3. These results demonstrate the ability of the
network to predict a general trend for the participants on average, and within many of the participants.

Discussion

We aimed to predict the participants’ perception from their recorded action signals (position, velocity, acceleration, and
grip force). We utilized data recorded in a stiffness discrimination task (Farajian et al., 2023) that was comprised of force
conditions and artificial skin stretch conditions. We assessed the ability of simple models and artificial neural networks to
predict participants’ stiffness perception in each condition separately and explored the success in predicting the percep-
tual augmentation caused by the artificial stretch. We found that artificial neural networks, but not simple models, could
predict participants’ perceptual augmentation to an extent from their action signals alone.

Our simple models could not predict the perceptual augmentation caused by the skin stretch. Furthermore, the simple
models were generally not able to predict the shapes of the participants’ psychometric curves. This corresponds to the
issue raised in Carey (2001), Smeets and Brenner (2006) and Smeets et al. (2002), who discuss the importance of selecting
appropriate measures to assess the effect of perceptual illusions on action. As the artificial skin stretch has been shown to
affect grip force (Farajian et al., 2020), we included a metric computed from this signal, however, found it to be insufficient
to predict the participants’ perceptual responses. Our best-performing simple model was the Maximum Penetration
Model, however, this model did not predict the perceptual augmentation caused by the artificial stretch. The lack of ability
to predict stiffness perception from the penetration distance alone corresponds to the results in Pressman et al. (2007) and
Nisky et al. (2008), in which they examined models for stiffness perception in the presence of delayed force fields. Our
results do not guarantee that no simple model would be able to predict participants’ perception. However, we found
that the artificial neural networks yielded better prediction, indicating that simple metrics might not be sufficient. It is pos-
sible that the network learns from the richer signal containing data from the entire interaction with the object, or from the
temporal relation between the samples of the signal.

Our artificial neural network was able to capture a general trend of predicted increased stiffness perception for real
increased stiffness perception. Despite this, the prediction was not ideal, and the network fell short in the prediction of
the precise effect size for each participant. By examining the distribution of the network errors for the different comparison
stiffness levels, we discovered that more errors were made for higher comparison stiffness levels relative to the lower ones.
Hypothetically, we could assume that this distribution should have been symmetrical around 85 [N/m]. This was indeed the
case when examining the force trials separately. However, this was not the case when examining the stretch trials, and all

Table 3. Positive and negative skin stretch

Regression (Predicted

APSE Against Real APSE) PSE Error [N/m] JND Error [N/m]
Force Stretch Force Stretch Force Stretch Force Stretch
Intercept Positive Positive negative Negative positive Positive negative Negative
Accuracy [N/m] Slope [au] p-value (Real=0.16) (Real=20.64) (Real=0.06) (Real=7.81) (Real=12.13) (Real=14.95) (Real=12.38) (Real=14.64)

75.58 £0.001 16.01+0.51 0.31+0.03 0.007+0.007 2.11+0.37 -1.73+0.70 3.20+0.18 —-5.40x0.34 —1.04+0.14 -2.10+0.27 —-1.54x0.22 —1.64x0.33

Bold is significant regression.
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the trials together. This lack of symmetry can be explained by the skin stretch trials. The fact that the network was able to
predict an increase in stiffness perception due to the stretch indicates that participants’ signals may have changed to
resemble those of interactions with stiffer comparison levels when encountering this stimulus. Therefore, the presence
of the stretch would decrease the errors for lower comparison stiffness levels and could increase the errors for higher com-
parison levels, where the comparison and standard-with-skin-stretch signals may be more similar. Despite the apparent
effect of the stretch trials, it is important to note that the asymmetry was greater for the stretch trials separately, such that
when examining all the trials together, the effect of both conditions could be observed.

The fact that the perceptual augmentation trend was predicted can indicate that at least some perceptual information is
present in action signals, or can be inferred from them, enabling the network to achieve this prediction. It is possible that a
more precise prediction could have been achieved by a different network. We chose to use a simple LSTM network to learn
the temporal relations in the action signals. By doing so, we showed that this prediction is possible; future work comparing
different networks is needed to ascertain if there are superior architectures for this task. An additional factor that may have
impeded the network’s ability to predict exact effect sizes per participant is the possibility of ghost forces that could have
been applied by the haptic device. These forces could have affected either or both perception and action, however, are not
measurable as the Phantom 1.5 only allows for recording the commanded forces.

A different hypothesis can be derived from Farajian et al. (2020), which showed that the perceptual increase caused by
skin stretch is immediate, whereas the effect on grip force control is gradual. It is therefore possible that participants’
action signals from the initial interactions with the standard object in the stretch condition do not reflect the increase,
whereas later ones do. This may have caused later probing movements to resemble those of interactions with stiffer
objects, while earlier ones may not have. This could have challenged the ability of the network to learn the exact augmen-
tation effect per participant. A potential solution to this challenge could be inputting only the final interaction into the net-
work. When we tried to do so, we found that it did not leave enough samples to enable the network to predict the
participants’ perceptual responses.

Another possibility is that the action signals we used are indicative of the perception only to an extent. Perhaps not all the
perceptual information can be found in these four action signals. A further hypothesis can be that the artificial skin stretch
affected perception and action to different extents, which may too have differed between participants. Previous studies
have shown cases in which illusions affect both perception and action, however, to different extents (Smeets and Brenner,
1995; Franz et al., 2001; Yamagishi et al., 2001), or even cause effects in opposite directions (Haffenden and Goodale,
2000). For example, in Franz et al. (2001), they examined the Muller-Lyer and Parallel Line illusions. They found that the
Muller-Lyer illusion had a larger effect on action than on perception, whereas the Parallel Line perceptual illusion was
higher than the action illusion. Furthermore, in Yamagishi et al. (2001), they showed conditions under which the effect
of a moving background illusion on action is three times bigger than the perceptual effect, whereas, under other condi-
tions, the two effects are of similar magnitude. Similar to these illusions, it is possible that the skin stretch led to different
magnitudes of perceptual and action effects for different participants, leading to the ability to predict a general trend, but
not precise effect sizes.

Despite the inability of the network to predict each participant’s effect size, it was able to predict the average perceptual
effects of the participants relatively well. This can be seen by the low PSE Error and JND Error values, indicating that the
network was able to predict the shapes of participants’ psychometric curves and the perceptual augmentation well on
average. This corresponds to Bi et al. (2018a), in which they trained models to perform a stiffness discrimination task
of the bending stiffness of cloth. They trained the models to predict the average results of all the participants and showed
a high correlation between the average perceptual scale of the participants and that predicted by the model. However,
they did not examine the ability of their model to predict the perceptual effects of individual participants. Furthermore,
in their work, the input to the network described the stimulus, whereas our network learned solely from participants’ action
signals. Therefore, the questions addressed in their work are related to the ability of a model to perform such a task sim-
ilarly to humans, whereas our work deals with the question of predicting perception from action. Our network predicted the
participants’ average results well with no information about the stimuli with which the participants interacted.

After discovering that the network could predict the participants’ perception on average, and a general trend, but not
precise effect sizes, we explored the contribution of each action signal to the prediction. We found that the network could
not predict the perceptual augmentation caused by the stretch without the grip force. This is supported by Farajian et al.
(2020) and Farajian et al. (2023), in which an increase in the grip force modulation with the load force was shown due to
artificial skin stretch. However, this metric utilizes both grip force, which is a signal describing the participants’ action, and
load force, which describes the stimulus, whereas we used only the grip force. Our results show that grip force can be
informative about the perceptual augmentation even when it is not regressed on the load force. On the other hand, pro-
viding the model with only grip force, and no motion signal, decreased the ability of the model to predict psychometric
curves with similar shapes to those of the participants. These results demonstrate the importance of the grip force for pre-
dicting participants’ stiffness perception. However, they also show that this signal is not enough on its own.

By removing each motion signal (position, velocity and acceleration) in turn, we concluded that all three signals may not
be necessary. We found that providing a motion signal with the grip force signal is necessary to obtain a prediction of the
perceptual augmentation and participant-like shaped curves. These curves are characterized by the fact that the more
different the stiffness levels of the standard and comparison virtual objects are, the fewer mistakes are made. By removing
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each motion signal in turn, we learned that inputting them into the network together may actually decrease the perfor-
mance. This is similar to our results in Kossowsky and Nisky (2022), in which removing specific signals improved the per-
formance of a network. This can be due to a redundancy between them, and inputting only the necessary information can
assist the network’s learning. This can be due both to providing simpler data containing only the most necessary informa-
tion, as well as the reduction in the number of parameters the network needs to learn due to the smaller data. Our results
indicate that, of the three motion signals we tested, the position appears to contribute more than the other two.

Lastly, we assessed the ability of the network to predict the difference between the perceptual effects of positive and
negative artificial skin stretch. The positive stretch led to a larger and more consistent perceptual augmentation than the
negative stretch. A possible explanation for this difference is offered by the model in Farajian et al. (2023), in which we
suggest that the perceptual effect is related to non-uniform distribution of mechanoreceptors across the finger pad,
and the fact that the tactile afferent neurons have preferred directions (Birznieks et al., 2001; Johansson and Flanagan,
2008). Furthermore, the different stretch directions have been shown to lead to different changes in certain aspects of
grip force (Farajian et al., 2023). Our results indicate that our network was able to learn these differences on average across
participants, and within many of the participants. The first is demonstrated by the ability to predict a larger average
increase due to the positive stretch than that of the negative stretch. The latter is shown by the ability to predict the stretch
direction which would lead to the larger perceptual effect for many of the participants.

In this work, we explored what simple models and artificial neural networks can learn about the participants’ perception
from their action signals. We learned that our neural network can predict perceptual trends from action signals alone, indi-
cating that at least some perceptual information is present in the action signals. However, our network fell short in the pre-
diction of the effect sizes and direction. Further work is needed to ascertain if this is due to the architecture of the network
oramount of data, or rather to the perceptual information present in the action signals. We found that the information in the
grip force signal is necessary for predicting the perceptual augmentation caused by the skin stretch, and motion signals
are necessary for predicting curves with similar shapes to those describing human perception. This exploration sheds light
on what perceptual aspects can be learned from different action signals. This work can also potentially be relevant for
robotic devices in which haptic stimuli are presented to the user. In these cases, one can record action signals, however,
the perceptual experiments required to measure the effects of different stimuli are long. Having trained networks that can
predict perceptual effects from action signals can allow for assessing the perceptual effects of haptic stimuli in a more

efficient manner. However, further studies are required to further evaluate the feasibility of such an application.
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